Arithmetic-Based Address Translation for Energy-Efficient
Virtual Memory Support in Low-Power,
Real-Time Embedded Systems

Xiangrong Zhou
University of Maryland
College Park, USA

xrzhou@glue.umd.edu

ABSTRACT

In this paper, we present an arithmetic-based address translation
scheme for low-power and real-time embedded processors with vir-
tual memory support. General-purpose virtual memory support
comes with its fundamental disadvantages of excessive power con-
sumption and nondeterministic execution times. These disadvan-
tages have been the main reason for not adopting virtual mem-
ory and its associated benefits in embedded systems where energy
efficiency and real-time operations are major requirements. To
address these issues, we propose a novel scheme for application-
driven address translation where most of the virtual address trans-
lations, which are traditionally performed as lookups in the Trans-
lation Lookaside Buffer (TLB), are replaced with fast and energy
efficient arithmetic add operations. To achieve this, a program and
system-wide information is used to identify sequences of consecu-
tive virtual page numbers, which are mapped to sequences of con-
secutive physical page frames. For such pairs of virtual and phys-
ical page sequences, only the addition of a constant to the virtual
page number is needed to produce the physical page frame. The
proposed methodology relies on the combined efforts of compiler,
operating system, and hardware architecture to achieve a signifi-
cant power reduction. As the approach fundamentally eliminates
conflicts inherent in the hardware translation table, execution time
is not only improved but also made predictable during system de-
sign time. The experiments that we have performed on a set of em-
bedded applications show power reductions in the range of 80% to
95% compared to a general-purpose Translation Lookaside Buffer
(TLB).
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1. INTRODUCTION

Energy efficiency is a major quality requirement for many em-
bedded devices operating on batteries. Longer battery life directly
translates to higher product quality. Since implementation cost,
flexibility, and time-to-market requirements constitute another set
of vital requirements for any embedded system, embedded proces-
sors are typically used. However, general-purpose embedded pro-
cessor architectures result in significantly elevated power consump-
tion compared to a dedicated hardware solution. This is because
they are general-purpose computing architectures designed to work
for any program. Therefore, many microarchitectural components
are designed to optimize the average case and in all cases the opti-
mizations used have to be conservative. Examples for such compo-
nents are instruction and data caches, and the memory subsystem in
general. Not only is power consumption elevated but also execution
time predictability is very difficult to achieve. Being able to esti-
mate and assess the execution time of various time-critical appli-
cation segments is a paramount requirement for any real-time em-
bedded control system. The execution time uncertainty is mainly
due to the general-purpose microarchitectural components, such as
caches and TLBs, which aim at dynamically identifying and ex-
ploiting application regularities.

The memory system is one of the most crucial components of
any modern digital computer. Typically, its design characteristics
greatly determine the overall performance and power consump-
tion of the system. Since its conception, virtual memory [1] has
been shown to be a very elegant and efficient solution for abstract-
ing away from the application the complexity of memory alloca-
tion, code/data relocation, memory sharing, and protection. All
these features are completely transparent to the application and
controlled by the memory manager of the operating system (OS).
The program accesses a virtual address space which is usually di-
vided into smaller units called pages (typically between 1K and 8K
in size), and at each such access a translation is needed to map the
virtual address into a physical one. The translation is performed at
a page granularity in order to control the complexity of the translat-
ing mechanism. The translation between virtual pages and actual
physical pages, often called physical frames, is maintained by the
OS kemnel in data structures, generally referred to as page tables.

In order to avoid trapping into the kernel at each memory ac-
cess or to perform the complex page table lookup in hardware, a
hardware buffer which caches the most recent virtual to physical
translations is used. The Translation Lookaside Buffer (TLB) is a
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cache-like structure responsible for storing the translations of the
most recent virtual addresses generated by the processor to physi-
cal memory addresses. The mapping between virtual and physical
addresses is maintained by the OS and in particular is established
by the OS loader, dynamic linker and memory manager. The funda-
mental purpose of the TLB is to serve as a translation cache, so that
the overhead of having the OS or the hardware perform the multi-
level page table lookup is avoided. TLB misses typically result in
trapping into the OS where the missed translation is retrieved from
page tables maintained by the kernel. Consequently, the TLB is
usually implemented as a highly associative cache structure, which
consumes a significant amount of power. As the lookups need to
be performed every time the cache is accessed, it introduced signif-
icant power overhead. It has been shown that the TLB power con-
sumption constitutes 20-25% of the total cache power consumption
[2].

The presence of a data cache does not eliminate the need for ad-
dress translation since physical tags need to be used when accessing
the cache. If, instead, virtual addresses are directly used to access
the cache, this introduces the cache synonym problem (3], a situ-
ation where a shared data is relocated to distinct cache locations
for each process, thus introducing consistency hazards and cache
capacity underutilization. In order to avoid increasing cache access
time and to facilitate the solution of the synonym problem, caches
are typically indexed with the virtual address and tagged with the
physical address. In such virtually-indexed and physically-tagged
caches, the cache index is obtained from the virtual address while
the tag is obtained from the Physical Page Number (PPN), which
can be translated from the Virtual page Number (VPN) through a
page translation table. If the cache index and the VPN do no over-
lap, no cache synonyms are possible. In case of overlapping VPN
and cache index, either hardware or software approaches can be
used to solve the conflict. Consequently, an address translation is
needed each time a memory location is referred to by the processor,
regardless of the presence of a data cache.

The need for energy costly address translation on each mem-
ory reference, as well as the introduced execution time uncertainty
caused by the cache-like TLB lookups, have been the two major
factors making the introduction of virtual memory to low-power
and real-time processors difficult. The TLB and page table organi-
zation assume no prior knowledge regarding the application virtual
access patterns and also no assumption is being made regarding
the physical addresses where the pages are placed. Such a general
organization is needed for general-purpose processors, but can be
significantly refined for embedded processors where the program
or the set of programs to be executed on the processors is known in
advance.

Virtual memory offers tremendous advantages for multitasking
systems as it naturally provides for protection between the inde-
pendent processes and efficient code/data sharing. It also makes the
memory organization and allocation completely transparent to the
software developer - the program can be developed independently
from the particular physical organization of the memory and the
memory requirements of any other programs that might be running
in parallel.

As mapping multiple tasks to the same processor becomes a
common case for many embedded systems, light-weight and real-
time OS kernels are used. These systems typically allocate and
load the physical pages for all the applications during boot time,
and subsequently keep the memory map unchanged during the sys-
tem runtime. In such cases, the address translation scheme can be
significantly improved as not only are the application VPNs known
but also the physical frames to which these VPNs map are fixed
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and known after loading the system. Typically, the set of VPNs
accessed by the program constitute segments of consecutive VPNs.
Such VPN sequences correspond to the data arrays accessed by
the application. When the OS allocates the physical pages dur-
ing system load, it has the freedom to place them at various posi-
tions but typically they are also allocated in a linear order. If the
translation architecture is to exploit this knowledge, the mapping
between VPNs and their corresponding physical pages can be eas-
ily established by the addition of fixed offset instead of looking it
up in a table. The technique that we propose in this paper targets
such sequence of consecutive VPNs mapped to consecutive phys-
ical pages. With the help of the compiler and the operating sys-
tems such pairs are identified and the offset constant enabling the
arithmetic transformation from VPN to PPN identified and stored
inside the architecture. Subsequently, during program execution
this offset is added to the VPN number in order to compute the
corresponding PPN. In this way, a significant amount of power is
saved as no accesses to the power-hungry TLB are performed. As
an additional benefit of avoiding TLB lookups, the translation al-
ways succeeds as there is no possibility of unpredictable conflicts
which typically prevent the TLB from finding the translation entry
and thus result into an OS trap. In this way, the execution time
of the important program fragments is not only improved but ca
also be statically estimated with very high precision, an extremely
important requirement for any real-time system.

As implementation flexibility is one of the major advantages of
using embedded processor cores, it is extremely important that the
hardware support for the proposed technique is reprogrammable. In
this way, the proposed technique is applied across multiple applica-
tions and even across multiple parts of the same program. Conse-
quently, the proposed hardware support includes a set of registers
which capture the information regarding the VPN segments and
the offset constant to produce the corresponding physical pages.
In this way, by changing the information captured in these regis-
ters (usually controlled by the OS or the compiler) we are able to
very efficiently reprogram the hardware support in order to apply
the proposed technique for another program or program fragment
within the same application.

2. RELATED WORK

As virtual memory support exists in practically any modern high-
performance processor, the importance of TLBs in terms of perfor-
mance and power has long been recognized in the microarchitec-
ture industry and research communities. Consequently, techniques
for minimizing the power and performance overhead of TLBs have
constituted the focus of a number of research activities in the recent
years. A low-power TLB organization for chip-multiprocessors
has been proposed in [2]. By incorporating a special Page Shar-
ing Table to the TLB and using virtual caches, the authors reduce
the amount of TLB activities, at the same time eliminating a large
number of snoop accesses. A similar work in the direction of em-
ploying virtual caches with specialized TLB support is presented in
[4]. The authors propose replacing the TLB with the more scalable
and power efficient Synonym Lookaside Buffer, as it stores only the
current synonym instances. In [5], the authors evaluate the power
consumption of a number of TLB organizations and propose a new
cell implementation for low-power set-associative TLBs. A low-
power and high-performance TLB architecture has been proposed
in [6]. A TLB organization is proposed that dynamically supports
up to two pages per entry with a banked fully-associative structure.
In [7], the TLB accesses are redirected to a register file which holds
a few recent TLB entries. Due to the small size of the register file
compared to the VPN footprint, the compiler needs to reconstruct
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