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SELF-ORGANIZATION IN NETWORKS TODAY

INTRODUCTION

Future commercial, military, and emergency net-
works require changes to traditional network
management. Configuration management, in
particular, must ensure correct and efficient net-
work operation through setting parameters such
as:
• IP Addresses of an interface
• Network parameters (e.g., default maximum

transmision unit, MTU, size)
• Server addresses (e.g., for DNS or certifi-

cate authority server)
• Routing information (e.g., default route or

routing protocols)

• IP address pools (e.g., for DHCP or MAD-
CAP server)

• Security keys
While protocols such as Dynamic Host Configu-
ration Protocol (DHCP), Dynamic Domain
Name Servers (DDNS), and mobile DNS
(mDNS) have allowed more autoconfiguration,
network administrators must still manually con-
figure much of this information. We need new
protocols that are able to configure all these
parameters, especially in routers and servers.

In many cases configuration management
must also construct hierarchies (e.g., routing
areas and security domains) for scalability, effi-
ciency, and manageability. Today, the construc-
tion of hierarchies is a manual process
performed offline by experts because it requires
difficult optimizations. For example, in the cre-
ation of Open Shortest Path First (OSPF) areas
in dynamic networks, the savings in reduced
routing overhead must be balanced with the
overhead of hierarchy maintenance and mobile
node reconfiguration. Figure 1 shows an exam-
ple of how OSPF areas, with aggregation at area
boundaries, reduce the number of OSPF link
state advertisement (LSA) packets in a network
(routing overhead). When all nodes are placed
into one area, the routing overhead grows
quadratically with the number of nodes (n);
however, with a two-level hierarchy with √

—
n

nodes per OSPF area, overhead grows much less
rapidly. This does not mean, however, that, for
example, a 25-node network should be divided
into 5 domains with 5 nodes in each domain.
The configuration management must take into
account the increased hierarchy maintenance
and mobility management overheads. Further
adding to complexity, Figure 1 shows that the
lowest routing overhead is achieved by keeping
nodes with similar velocities into the same areas.

We believe configuration management must
be cheaper (e.g., more plug and play), more
robust (e.g., no human intervention), faster (e.g.,
in seconds), and better optimized (e.g., to the
link error rate) than current approaches. More-
over, configuration management must be able to

Kyriakos Manousakis and John S. Baras, University of Maryland

Anthony McAuley and Raquel Morera, Telcordia Technologies

ABSTRACT1

Configuration management is critical to cor-
rect and efficient operation of large networks.
Where the users and networks are dynamic and
ad hoc, manual configuration quickly becomes
too complex. The combination of the sheer num-
ber of nodes with heterogeneity and dynamics
makes it almost impossible for the system admin-
istrator to ensure good configuration or even
correct operation. To achieve the vision of per-
vasive computing, nodes must automatically dis-
cover their environment and self-configure, then
automatically reconfigure to adapt to changes.
Protocols such as DHCP, DDNS, and mDNS
provide some degree of host autoconfiguration,
but network administrators must still configure
information such as address pools, routing pro-
tocols, and OSPF routing areas. Only limited
progress has been made in automating the con-
figuration of routers, servers, and network topol-
ogy. We propose the first unified attempt to
combine both self-configuration of much of the
host, router, and server information with auto-
matic generation and maintenance of hierarchy
under the same algorithmic framework. Testbed
implementations show the approach is practical,
while simulations reveal its scalability, rapidity,
and efficiency with respect to network perfor-
mance.

Network and Domain Autoconfiguration:
A Unified Approach for 
Large Dynamic Networks
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deal with more network dynamics (e.g., varying
topology) and be more scalable (e.g., to support
10,000 nodes). In some cases the configuration
must be done with little or no fixed infra-
structure.

This article proposes the autoconfiguration of
most host, router, and server information, includ-
ing the automatic generation and maintenance
of hierarchy, under the same architectural, algo-
rithmic, and protocol framework. We highlight
existing work in the area of network and hierar-
chy autoconfiguration. We present our approach
to network autoconfiguration using a framework
based on the IP Autoconfiguration Suite (IPAS).
Some of the key algorithms used in network and
hierarchy autoconfiguration are then described.
We also describe the testbed implementation
and indicative simulation results.

RELATED WORK
This section characterizes and gives some repre-
sentative examples of network autoconfiguration
protocols (although important in other layers,
we concentrate on network layer autoconfigura-
tion). We begin by dividing network configura-
tion protocols into two basic categories:

•Server-based protocols. Configuration
servers (e.g., Point-to-Point Protocol, PPP, and
DHCP servers) allow hosts (clients) to dynami-
cally obtain globally routable addresses and
other configuration parameters when they estab-
lish a link. DHCPv6 prefix delegation servers
can also configure pools of addresses to stub
networks. In all cases a network administrator
must preconfigure the servers themselves (e.g.,
subnet prefix).

•Distributed protocols. There are several
approaches to configuration without a server,
the best known being IPv6 stateless autoconfigu-
ration of link-local addresses. The IETF Zero-
conf Working Group has also defined a suite of
distributed protocols, such as mDNS, for envi-
ronments that lack configuration servers. Most
of this distributed configuration is limited to sin-
gle-segment networks, where all participating
nodes can communicate directly or multiple such
networks are connected on the same router.

Of the methods to avoid duplicate addresses
assignments, we classify them into three cate-
gories:

•Conflict detection allocation [1, 2]. Nodes
must perform proactive duplicate address detec-
tion (DAD) to check if their address is already
used by another node (in IPv6 the Neighbor Dis-
covery protocol performs DAD).

•Best effort allocation [3, 4]. Servers try to
allocate unused addresses, based on their knowl-
edge of addresses assigned so far. The new node
also utilizes DAD to guarantee that the assigned
address is free.

•Conflict-free allocation [5]. Servers are
assigned a disjoint address pool, and the servers
in turn only unallocated addresses to new nodes.
Some address reclamation is generally needed,
but DAD can be avoided.

For the hierarchy configuration, we divide the
approaches into two broad categories:

•Topology-based hierarchy. Ephremides [6]
introduced the idea of a distributed approach to

creating a two-level hierarchy. The idea of hier-
archy in ad hoc networks was revisited in the
context of mobile multimedia wireless networks
by Gerla [7].

•Environment-aware hierarchy. By taking
into account more about the network environ-
ment, the hierarchy can be more efficient and
robust. McDonald [8], for example, describes a
more robust hierarchy in mobile environments
using the probability of path availability with
respect to time.

There is, however, no existing work that
attempts to combine both network and hierarchy
configuration for large heterogeneous networks
under a unified framework.

IP AUTOCONFIGURATION SUITE
This section describes our architectural and pro-
tocol framework for automatic configuration and
dynamic reconfiguration in large-scale dynamic
networks. To provide a unified architectural and
protocol framework for configuring all network-
ing parameters, we incorporated additional capa-
bilities (e.g., to carry routing protocol and
domain information) into the already existing
IPAS [9].

Figure 2 shows the IPAS configuration pro-
cess as a closed feedback loop. The IPAS uses a
single set of mechanisms for collecting and dis-
tributing all configuration information, thus
reducing overhead and complexity. The adaptive
configuration agent (ACA) distributes new con-
figuration through Dynamic Configuration Dis-
tribution Protocol (DCDP) to nodes in each
subnet. DRCP configures the interfaces within a
subnet. Interfaces configured by Dynamic and
Rapid Configuration Protocol (DRCP) report
configuration information and nodes’ capabilities
to the configuration server via the Yelp
Announcement Protocol (YAP). The configura-
tion server stores this information in the configu-
ration database. To complete the cycle, the ACA
node contacts the configuration database to get
the latest configuration information in order to
help decide when to reconfigure the network,
starting the cycle once more. When a new node
enters the network, its DRCP mechanism

nnnn Figure 1. Reducing routing overhead using a two-level hierarchy.
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requests configuration. If the DRCP server does
not have an available address to configure a
node, it requests addresses from its local DCDP
process. If the DCDP process does not have
available addresses, it requests addresses from
its neighboring DCDP processes. The main func-
tionality of the five modified IPAS components
(all extended to allow for hierarchy generation
and routing protocol configuration) are listed
below:

ACA. The brain of IPAS, the ACA makes
global decisions about configuration and recon-
figuration (e.g., which nodes should be in which
domain, which routing protocols to run, or which
address pool to use).

DCDP. DCDP is a robust, scalable, low-over-
head, lightweight (minimal state) protocol
designed to distribute configuration information
(e.g., DNS server’s IP address or position in the
routing hierarchy). Designed for dynamic wire-
less networks, it operates without central coordi-
nation or periodic messages and does not rely on
a routing protocol.

DRCP. DRCP borrows heavily from DHCP,
but adds features critical to roaming users.
DRCP automatically detects the need to recon-
figure (e.g., due to node mobility) through peri-
odic advertisements. In addition, DRCP allows:
• Efficient use of scarce wireless bandwidth
• Dynamic change of address pools for server

failover
• Minimizing broadcasts
• Clients to be routers

YAP. YAP is a simple bandwidth-efficient
reporting mechanism with three elements:
• Clients on every node periodically reporting

their capabilities, configuration, and opera-
tional status to relays

• Relays forwarding information to a server
• A server storing the information in a config-

uration database [9].
Configuration information database. The

configuration information database can be cen-
tralized or distributed depending on the type of
network under consideration and its require-
ments. It is used for storing and accessing infor-
mation related to the configuration status of the
network.

Robustness is a common concern for
approaches relying on a single central server.

Although IPAS uses only one central server at a
time per domain, it can elect a new ACA in a
distributed manner using a periodic beacon pro-
tocol [10] if the current ACA becomes unavail-
able. Moreover, after initial configuration, ACA
is only used for optimization, while distributed
mechanisms (DCDP, DRCP) maintain correct
configurations. For example, the IP address
pools are distributed to all nodes in the network,
enabling DCDP to configure and reconfigure
nodes without any help from the ACA. This dis-
tributed configuration also allows IPAS to han-
dle higher levels of dynamics than approaches
based only on centralized servers.

CONFIGURATION ALGORITHMS
This section describes a few algorithms run in
modules of the IPAS for address distribution
and hierarchy generation and maintenance.

DCDP ADDRESS POOL SPLITTING ALGORITHM
Each DCDP process can split the address pool.
If a DCDP process receives a request for
addresses from DRCP (or from a protocol like
DHCP), then its default is to offer a pool of
addresses from a contiguous set (e.g.,  256
address from a “/24” prefix). The contiguity of
the offered pools results in smaller routing
tables and better routing aggregation. If the
request has been initiated from a neighboring
DCDP process, DCDP defaults to split its pool
of available addresses into two contiguous
address pools of binary (power of two) and as
similar as possible size. One is kept locally and
the other is offered. This binary splitting
approach distributes the available addresses, so
partitioned networks can continue to operate
with the address pools they possess. This
mechanism ensures the conflict free assignment
of addresses, so a DAD algorithm is not
required, which makes the approach simple and
scalable.

This simple distributed splitting algorithm is
complemented by ACA algorithms to manage
the addresses. Initially ACA distributes the
address pools to ensure good aggregation in the
routing domain (e.g., OSPF areas). DCDP only
distributes addresses within each routing domain.
Ideally, each routing domain can then advertise
its domain using a single IP address prefix. ACA
also performs the function of reclaiming “lost
addresses” and ensures that good address aggre-
gation is maintained.

ACA HIERARCHY GENERATION
Even though the generation of hierarchy has
been shown to be beneficial for the performance
and scalability of large dynamic networks, it is
not an easy task to accomplish. The automatic
and robust organization of a large dynamic net-
work into a hierarchical structure consists of two
phases: hierarchy generation and hierarchy
maintenance. In our approach [11], the genera-
tion uses knowledge of the entire network to
achieve optimality with respect to a set of pre-
specified objectives (thus differing from most
existing approaches described earlier). The mod-
ules that constitute the proposed hierarchy gen-
eration framework are:

nnnn Figure 2. IPAS components.
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Optimization algorithm: simulated annealing
(SA). SA [11] has been widely used to tackle dif-
ferent combinatorial optimization problems. The
process of obtaining the optimum configuration
is similar to that followed in a physical annealing
schedule. Figure 3 highlights the general steps in
the algorithm. The process starts with an initial
temperature value, T0, which is iteratively
decreased by the cooling function until the sys-
tem is frozen (as decided by the stop function).
For each temperature, the SA algorithm takes
the current champion configuration C* and
applies the recursive function to obtain a new
configuration C′ and evaluates its cost, E′. If E′
is lower than the cost of the current E*, C′ and
E′ replace C* and E*. Also, SA, utilizing the
Metropolis criterion, randomly accepts a new
configuration C′ even though E′ is greater than
E* to avoid local minima. In the latter case C′
and E′ replace C* and E*, respectively. We
modified SA to obtain a two-level hierarchy con-
figuration composed of K domains. The cost of a
particular configuration C* is associated with a
specific cost function that matches the objectives
of the network. To make the algorithm run in
real time on thousands of nodes we traded off a
small loss in optimality for a dramatic reduction
in speed of convergence. Specifically, we adjust-
ed the:

•Cooling schedule: We applied a faster cool-
ing schedule (geometric instead of logarithmic)
at the risk of converging into a suboptimal solu-
tion.

•Termination condition: The algorithm ter-
minates when the same solution is observed for
a StopRepeat iterations. By simulation analysis
we selected a StopRepeat heuristic such that the
quality of the solution is minimally degraded.

•State transition probabilities: In each itera-
tion of the algorithm a new domain map is gen-
erated. Instead of using uniform distribution to
generate new solutions, we made the generation
phase aware of the targeted objectives.

•Initial solution: The algorithm is based on
randomly searching the surface of feasible solu-
tions. This search begins from an initial solution
that is obtained randomly. In this work we have
shown that if the initial solution is better than a
random one, the algorithm with high probability
will converge faster.

•Feasible solutions generation mechanism:
In each SA iteration new feasible solutions are
generated to be evaluated against the currently
optimal one. The mechanism that generates
these solutions is the dominant factor in the
speed of convergence of the algorithm. Care-
fully selected neighborhood structures, data
structures, and functions were introduced to

nnnn Figure 3. The simulated annealing algorithm for network partitioning.

Frozen?
stop function(T)

Variable Definition

T
C
C’
C*
E
E’
E*
j
t

Current temperature
Current cluster map
New cluster map to test
Champion cluster map
Current cost
Cost of new cluster map
Champion cost
Inner loop counter
Outer loop counter

Inputs Examples

Equilibrium
 function

Constant (j=5000);
 “Stop repeats”

Cost function Σ
K 

Diameter(Ci)

Cooling function Geometric or lagarithmic

Stop function Minimum temperature
 “Stop repeat” criteria

Reclustering Random move of one node

T0 Initial temperature

K

i=1

Number of clusters

Initialization
T=T0

Generate K clusters C
Calculate the cost E=Cost(C)

E*E; C*=C; t=0

Try new clustering
C’=reclustering function (C)

E’=cost function (C’)
∆E=E’-E; j++

Start with new temperature j=0

Lower temperature
T=cooling function (T,T0,t)

t++

Cost is lower?
∆E<0

E‘<E*

No (uphill move)

Yes (downhill move)Yes
(new best)

No

Yes

Yes

Yes

No
No

No

r<e-(∆E/T)

C*=C’;E*=E’

C*=C’;E*=E’

Done
return (C*)

r=random[0,1]

Equilibrium
function (T, j)

The IP address pools

are distributed to all

nodes in the 

network, enabling

DCDP to configure

and reconfigure

nodes without any

help from the ACA.

This distributed 

configuration also

allows IPAS to 

handle higher levels

of dynamics than

approaches based

only on centralized

servers.

MANOUSAKIS LAYOUT  7/21/05  12:47 PM  Page 81

                                                               



IEEE Communications Magazine • August 200582

reduce as much as possible the impact of the
mechanism on the convergence time of the
algorithm without affecting the quality of the
final solution.

•Cost functions. The most important part of
the optimization is defining the hierarchy gener-
ation objectives. The general framework pro-
posed here (IPAS) and the use of SA provide us
with the flexibility to select any combination of
objectives. Table 1 presents some typical objec-
tives that we have selected for hierarchy auto-
configuration. One class targets the physical
characteristics of the generated hierarchy (e.g.,
diameter of the generated OSPF areas) and the
second class is related to node mobility charac-
teristics (e.g., robust hierarchy). These objectives
are translated into cost functions [11] that
depend on parameters collected from the net-
work in real time. In many cases we found that
using multiple objectives simultaneously, instan-
tiated in complex functions, provides the best
performance [11].

•Constraints. During the optimization of
these cost functions from the SA algorithm, not
all hierarchy maps are acceptable (feasible).
These limitations are incorporated to the algo-
rithm as optimization constraints. Such con-
straints limit the search space of SA. We have
enforced that all members of a domain must
communicate among themselves without the
need to use external links, which are links that
involve non-member nodes.

DRCP HIERARCHY MAINTENANCE
Topology changes, due to node mobility or link
failures, cause nodes to become disconnected
from their original domain. Those nodes that
lose connectivity to their domain must reassoci-
ate with any of their neighboring domains. If the
disconnected nodes have more than one neigh-
boring domain, a decision must be made on to
which domain to connect. A localized (distribut-
ed) approach is preferred for speed and reduced
overhead. However, since the maintenance algo-
rithms utilize local information, the quality of
the hierarchy degrades. The rate of quality
degradation depends on a) the effectiveness of
the generation phase on producing “good” quali-
ty hierarchy, and b) the effectiveness of the
maintenance phase in maintaining the quality of
the hierarchy. Four classes of local maintenance
are:
• (A0): Random, which does not use any met-

rics but randomly assigns nodes to neigh-
boring domains

• (A1): Independent, which uses metrics unre-
lated to hierarchy generation objectives
(e.g., IDs of neighboring domains)

• (A2): Node-dependent, which uses similar
metrics to the hierarchy generation algo-
rithm, but with metrics collected only from
one-hop neighbors

• (A3): Domain-dependent, which uses similar
metrics to the hierarchy generation algo-
rithm like A2, but relies on the characteris-
tics of all the neighboring domains
The better the maintenance of the hierarchy

quality, the more prolonged the time interval
for reapplying the hierarchy generation mecha-
nism to reconstruct the hierarchy quality.
Although maintenance of the hierarchy quality
over time is proportional to the information
available, a random maintenance scheme is rea-
sonably good. Thus, we can adapt the mainte-
nance algorithm to utilize more or less
information depending on the goals and charac-
teristics of the network.

The use of priority and a configuration timer
minimize the overhead due to transient effects
of having parallel application of maintenance
and generation mechanisms. The reapplication
of the hierarchy generation mechanism is trig-
gered from the quality level (cost) of the main-
tained hierarchy. Since the continuously applied
maintenance happens locally, the nodes are not
aware when the generation mechanism will
reconfigure the hierarchy. Thus, there may be
transient effects until the generation decisions
reach the participating nodes. Simple transient
effects are eliminated by assigning highest priori-
ty to the new configuration. A timer at the node,
which has been configured from the ACA, also
ensures local maintenance will not immediately
override the ACA decision because some of the
nodes’ neighbors have not yet received the new
domain decisions. The transient effects may be
more complicated to handle if the ACA configu-
ration decisions are not delivered reliably to all
nodes. In this case the timer will expire, and
local maintenance will take over. If the local
maintenance results in a low-quality (high-cost)
hierarchy, the generation mechanism will be
retriggered, distributing new configuration deci-
sions.

RESULTS
This section presents large-scale simulation anal-
ysis results, and the implementation of the auto-
configuration algorithms and protocols in a small
testbed.

SMALL NETWORK TESTBED
To study the feasibility of our integrated
approach to network and domain configuration,
we implemented the IPAS modules in a labora-

nnnn Table 1. Example hierarchy generation objectives for each domain.
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tory testbed. We connected five Linux laptops,
each equipped with two 802.11 cards, as shown
in the left half of Fig. 4, and set up a scenario
to validate the capabilities of IPAS. We demon-
strated IP address configuration, dynamic rout-
ing protocol configuration, and dynamic
hierarchy configuration. Node a performs the
ACA function, initiating the distribution of IP
addresses (initial pool was 192.1.1.1–
192.1.38.255), domains, and other configuration
information. The right half of Fig. 4 shows how
the interfaces and subnets get configured, and
the flows between the IPAS modules. The
DCDP modules distribute the pool of address-
es, and the DRCP modules utilize the pool of
addresses obtained from DCDP to configure
interfaces in their subnets.

Initially, when the configuration informa-
tion is distributed, there is no routing protocol
running. The ACA decides, based on the infor-
mation collected from the network through
YAP, on the hierarchies and which routing
protocol to use in each domain. It is possible
that the ACA decides to run different routing
protocols in each domain. The left side of Fig.
5 shows that ACA initially configures the net-
work into a single routing domain (d1) run-
ning Routing Information Protocol (RIP)
(from the zebra package) because it sees sta-
ble links. After the routing stabilizes, we are
able to transmit a video over the three hops
from node a to node e.

We next emulated a degraded connection

between node a to node b, which caused ACA to
decide to split the original d1 domain into two
domains, d1 and d2 (Fig. 5). ACA, through
DCDP and DRCP modules, dynamically recon-
figured the routing protocol running on nodes a
and b from RIP to Ad Hoc On Demand Vector
(AODV) routing (NIST kernel module). Node b
dynamically detected it had two interfaces in two
different domains, and thus ran a border router
between those domains. The video transmission
paused only for a few seconds during the time
the kernel modules were inserted and the rout-
ing tables converged.

Based on extrapolation from experimental
testbed results, Fig. 6 shows the IPAS configu-
ration time and overhead in a single domain
as a function of the number of nodes in the
network. It shows the configuration time (pri-
marily due to DCDP) for a typical “distributed
network” configuration (with subnets connect-
ed in a mesh pattern) grows relatively slowly
with the size of the network. The configura-
tion distribution overhead is small (under 2
kbytes per link), since the information is essen-
tially sent on a spanning tree, and the DCDP
and DRCP headers and configuration infor-
mation have been carefully optimized. The
periodic overhead (primarily due to YAP and
DRCP periodic advertisements) grows more
rapidly, but can be contained to reasonable
levels by limiting domains to have under 100
nodes and refreshing network metrics at most
every 30 s.

nnnn Figure 4. The network autoconfiguration testbed and IPAS message flow.
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SIMULATIONS OF THE ENHANCED SIMULATED
ANNEALING OPTIMIZATION

Running the SA optimization algorithm on a
Pentium 4 machine with a 1 GHz processor and
512 Mbytes RAM on a large emulated network,
we investigated the SA performance. Compared
to the original SA, our enhanced version
decreased the convergence time from 30 min
down to 19 s for networks of 1000 nodes. A 100-
node network could be optimized in 100 ms. The
quantitative results given above are for average
node degree of 5. When the node degree increas-
es, the convergence time decreases as the SA
generation mechanism becomes faster. For aver-
age node degree 10, the convergence time for
1000 nodes drops to 7 s and for 100 nodes drops
to 45 ms.

The effectiveness of the enhanced SA
depended mostly on the number of generated
domains. The smaller the number of generated
domains, the higher the probability of obtaining
the globally optimal solution (e.g., for generating
four domains the algorithm always obtains the
global optimal; for 10 domains the percentage is
64 percent). This is due to the size of the solu-
tion space, which grows as the number of gener-
ated domains gets larger. An important
observation, however, is that even in cases where
the algorithm does not obtain the global opti-
mal, the cost of the solution is close to the glob-
al optimal cost. Table 2 shows the goodness (low
cost) of the enhanced SA solutions in eight
example networks, with K generated clusters and
n nodes. In all cases high-quality (low-cost) hier-
archical solutions (global optimal cost is normal-
ized to 0) are obtained, compared to the initial

random (but feasible) solutions, which are gen-
erally of very low quality (high cost).

CONCLUSIONS
This article presents a unified framework for
completely autoconfiguring hosts, routers, and
servers. Based on the IP Autoconfiguration
Suite, it is a powerful configuration tool for
future networks, especially when applied in
emergency situations or dynamic large-scale
networks. IPAS performs robust and conflict-
free address allocation, based on the distribu-
tion of address pools into automatically
generated domains. Address management
ensures that the routing protocol can take
advantage of aggregation at domain bound-
aries. The entire configuration does not merely
configure the network based on some simple
heuristics; rather, it optimizes network perfor-
mance. Maintenance of configuration is per-
formed in a distributed manner, so it can reach
fast to topology changes and be robust to loss
of nodes (like the ACA). Our testbed shows the
first combination of dynamically configuring
and reconfiguring addresses, routing protocols,
and routing hierarchies.
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nnnn Figure 6. IPAS configuration time and aggregate overhead.
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nnnn Table 2. Improvement on the initial cost provided from the modified SA.

(n,K) (100,2) (200,2) (100,4) (200,4) (100,5) (200,5) (100,10) (200,10)

Initial cost 2880000 6.2E+08 310243 713621 670964 7362245 9811 235088

Solution cost 0 0 0 0 13 64 146 228
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robust and conflict

free address 
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the distribution of

address pools into

automatically 

generated domains.

Address 

management

ensures that the

routing protocol can

take advantage of
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domain boundaries.
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